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1 Background

A set of transverse beam profiles were recorded on the UCN beamline on
June 6th 2017, with the intent of performing tomography on this set. The quad
1U:Q1 was ramped in the range 93 A to 153 A, while there was no current in
quad Q2. The diagnostic element used to record these profiles was the HARP
monitor B1U:HARP2, which gives a profile in the horizontal direction with
16 points, and a vertical profile also with 16 points. There were 8 consistent
profiles recorded in each direction, recorded with the same beam current and
monitor gain.

The purpose of attempting tomography on this set of profiles was two-
fold. Firstly, it provided data on which the developing tomography applica-
tion could be tested on and developed around for the High-Level Applications
(HLA) group. Secondly, it was an opportunity to test how successful tomog-
raphy could be on such a sparse data set, or to see if tomography with HARP
monitors is feasible.

A typical HARP profile is shown in Figure 1. First, note that 16 points
is many times fewer than is ideally given for performing tomography, as it is
readily seen here that 16 points provides a very “rough” profile. As well as
this, many of the profiles display what appear to be artifacts of the monitors.
Most notably the “curled tails” at the edges of the profiles, which are seen
consistently throughout HARP profiles, independently of beam parameters.
Whether these are a background signal due to the monitor frame or some
other phenomenon, they are more than likely not due to the beam.

Figure 1: An example of a typical HARP profile used for this investigation.
The left hand side of the profile displays the “curled tails” feature described
above: the leftmost position has a higher signal than the point to its right.
Also note the signal is non-zero at the edges.



.. Page 2

Figure 2: Basic outline of tomography script.

2 Data Handling and Processing

With the hope of developing this application further for the HLA group,
it was decided to store the HARP monitor (both raw and processed) profiles
in XML files. The XML tree structure has the advantage of being easily
standardized across many different applications which handle different kinds
of data, as well as being easily parsable and relatively human-readable.

At first, the XML files contained only the raw profiles and the correspond-
ing quad current. However, any processing was simply done by reading the
required data out of the XML, and writing the processed data back into the
XML. In this way, each XML file has a list of different profiles: raw, fitted,
profiles with cuts, etc.

2.1 Outline of Tomography Script

After receiving the raw data, the first step was to convert it into the desired
XML format. This step, as well as any required processing of the data, was
written in Python. This portion of the tomography application is currently
separate from the rest of the application - that is, the XML files are generated
only once and stored locally, and not generated from the raw data each time
tomography is called.

It was then necessary to write the input for MENT, consisting of the pro-
files together with their respective transfer matrices. The profiles were simply
grabbed from the XML files, while Transoptr was called in order to generate
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the matrix elements. This involves passing the setting of the beamline ele-
ment(s) which were varied during the measurments: the magnetic quadrupole
BQU:Q1 in this case. The current of this quad was also read from the XML
files. Finally, after looping through all profiles, the MENT algorithm was
called. The output of MENT includes the reconstruction of the phase space
ellipse at the beginning of the beamline in the form of contour plot data, and
profiles fitted to the input profiles. Both of these data sets can be used to tell
approximately how accurate the tomography was: the phase space should ap-
pear physically sensible, and the fitted profiles should match closely the input
profiles.

2.2 Root Mean Square Size

Figure 3: Beamsize as a function of field strength, for the y-direction. Note
the lack of quadratic shape to the plot, and hence lack of distinct minimum
at the expected value of the field strength.

Before performing the tomography, there are several checks which can be
used to ensure that the list of profiles being given to the tomography script
is as suitable as possible. One such check is examining how the root mean
square (RMS) of the profiles varies with the quad current. Ideally, the RMS
squared goes quadratically with the quadrupole field strength, k2. Figure 2
shows such a plot for the entire, raw data set used for this investigation. The
RMS sizes are those of the beam in the y-direction, and hence it is expected
to see a minimum in the RMS size for a field strength of ∼ 1.8 ∗ 10−6 mm−2,
corresponding to a current of ∼ 120 A. This is not seen at all in the raw data.
It is possible to omit such points for a variety of reasonings: the points at
larger currents may have suffered beam loss, and many of the points towards
the middle of the field strength range are clear outliers when their profiles are
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Figure 4: The integrals for each of the HARP monitor profiles. The x-axis
is simply an unordered list of the different profiles. The value of cv for these
profile integrals was found to be 0.0845 > 0.01.

compared to adjacent profiles eg. because their amplitude was much larger.
When such points are omitted, a more quadratic plot did begin to emerge,
however it proved challenging to omit these points in a programmatic way.

2.3 Profile Integral

One attempt of finding these points programmatically was to find the in-
tegrals of the profiles. The integrals are expected to stay constant throughout
the ramping of the quad, and hence any profiles which are not “sufficiently
constant” as compared to the whole data set should be discarded. Here, “suf-
ficiently constant” was taken to mean that the given subset of profiles had a
coefficient of variation cv less than 0.01:

cv =
σ

µ
< 0.01,

where σ is the standard deviation, and µ is the mean. This limit on cv was
chosen as it was similar to cv for other profiles sets on which tomography had
been successfully run. Hence, while this limit is arbitrary, it gives a decent
bound to strive for.

As can be seen in Figure 4, the spread of the integral data is much larger
than is ideally expected, with cv = 0.0845 more than 8 times larger than the
bound chosen above. Note that this does not necessarily rule out tomography
immediately, but such a large spread in the integrals is concerning for other
reasons. It may point towards some unknown error with the beam or with the
HARP monitor.
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In attempt to reduce the data to a subset of profiles with cv < 0.01, a filter
was applied recursively. The filter removed all profiles with integrals which
were more than one standard deviation away from the mean of the integrals.
The standard deviation, mean and coefficient of variation of the new data were
then calculated, and the filter applied again if cv > 0.01.

3 Results of Tomography

No reasonable results were found with the UCN data set. Several different
methods of analyzing the profiles were used in an attempt to ready them for
tomography, including:

• Subtracting the lowest signal in order to zero the profile. If a profile still
had a non-zero tail on one side of the center peak, a further subtraction
was applied to ensure both tails went to zero.

• Cutting tails which increased at the edges of profiles, which are known
to be non-physical when using HARP monitors.

• Fitting the curves to a function. Both Gaussian and Cauchy fits were
implemented, neither of which proved to be consistent in their fitting
across the data set, or even in the fitting of the x- and y- directions of
the same scan.

• Filtering the profiles by their integrals, as described in Section 2.3.

• Ensuring that if two profiles exist with the same quad current, then
either the profiles were very similar and both can be used, or if they are
dissimilar then to discard at least one of them. This prevents MENT
attempting to fit inconsistent data.

• Hand-picking different subsets of profiles. Note this would not be suitable
for use in the web application, but was used here as a final attempt to
run tomography successfully.

Ultimately, the MENT algorithm failed to converge to any physical result,
even after applying any number of the above processes to the data. Most often,
MENT gave nan errors for the phase space contours and the fitted profiles,
so that it was not even possible to plot the output. In the event that MENT
did converge without throwing errors, the phase space was a series of nested
rectangles which are clearly non-physical.

In particular, the filtering process reduced the number of usable profiles
to just two, which again failed to converge to a physical phase space recon-
struction. Although it should not be expected that it is possible to obtain very
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accurate reconstructions from just two profiles, the MENT algorithm has been
shown to converge with two profiles from a different data set which is more
suited to tomography. Thus, while cv may be one criterion to assess the data,
it is not sufficient to completely determine if the tomography will be successful
or not.

4 Areas for Improvement

Using the benchmarking of the MENT algorithm performed by Scheins [1],
it is clear that this set of UCN data falls short in all possible parameters for
a successful tomography reconstruction. Below are listed some of the more
important of such parameters which could be improved upon in order to see
more success with this data.

• Points Per Projection - As shown in [1], the number of points (“bins”)
per projection is arguably the most important variable in reducing the
errors in the reconstruction. Although this is fixed at 16 for the raw
HARP data, if a consistent and programmatic fitting procedure can be
found, then this could be used to create as many points as is needed in
the fitted projections.

• “Angle” Variable Range - Given the range of quad currents and the
associated transfer matrices, it can be deduced that the range through
which the phase space was rotated during these measurements was ap-
proximately 20 degrees. Although the ideal rotation through 180 degrees
may not be possible without beam-loss, this range should be made as
large as possible by using a larger range of quad currents.

• Number of Projections - This can easily be increased by taking
smaller step sizes in the tomography variable e.g. in the quad current in
this case.
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